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Abstract

Assuringandevolvingconcurrentprogramsrequiresun-
derstandingtheconcurrency-relateddesigndecisionsused
in their implementation.Sourcecodeoftendoesnot reveal
thesedesigndecisionsbecausethey maynothavepurelylo-
cal manifestationsin the code, or becausethey cannotbe
inferred from code. As a result, this designintent is usu-
ally notexpressed,andit is thereforegenerally infeasibleto
assurethatconcurrentprogramsarefreeof raceconditions.

Wedescribea prototypeEclipse-basedtool developedas
part of research toward a practicableapproach to captur-
ing and assuringdesignintent. Throughthe useof anno-
tationsandcomposablestaticanalyseswecanhelpassure
consistencyof codeandintentasbothevolve. Thedominant
designconsideration for the tool is theprinciple of “early
grati�cation”—someassurancecanbe obtainedwith min-
imal or no annotationeffort, and additional incrementsof
annotationor othereffort are rewardedwith additional in-
crementsof assurance.

1 Intr oduction

The vision of the Fluid project is to reducethe rigidity
andbrittlenessof softwaresystems.We envision software
thatcanbebothdependableand�uid: adaptive to a steady
streamof changesthroughoutits evolution. We aredevel-
oping techniquesandtools to assistmainstreamprogram-
mersbothin creatingassuranceregardingsoftwaredepend-
ability propertiesandin accomplishingsigni�cant software
changewhile preservingthoseproperties.In the latter re-
gard,our intentis to reduce“softwarerot”—thepersistence
of inappropriateabstractionsbeyondtheir time—bymaking
it muchmoreef�cient to accomplishsuchchangessafely.
This paperdescribesour work to extend the EclipseJava
IDE to prototypea tool to captureandassureJava program
concurrency policy.

We have implementeda prototypetool within Eclipse
that embodiesthe programanalysistechniquesdescribed
in previous work [2, 6, 7]. Our tool design is funda-
mentally in�uenced by our desire that our approachbe
adoptableby working programmers,that is, programmers
on a deadlinewho are not experts in formal methods.
Thuswe avoid recordingexplicit representationinvariants:
we insteadrecordprogrammerdesignintent usingannota-
tions that describemodelsof mechanicalprogrambehav-
ior. Theseannotationsareintendedto answerquestionsthat
theprogrammeris likely alreadyconsidering.For example,
whatstatedoesthis lock protect? Whatlocksneedto held
whenthis methodis invoked?. Our annotationlanguagefor
concurrency-relateddesignintentis describedin [7, 5]. We
introduceourtechniquehereusingtheBoundedFIFO class,
which implementsa sharedbuffer betweentwo threads,
takenfrom theApacheJakartaLog4j sourcecode.Consider
theannotatedandelidedcodefragmentbelow:

1 /** @lock BufLock is this protects Instance */
2 public class BoundedFIFO {
3 /** @aggregate [] into Instance
4 * @unshared */
5 LoggingEvent[] buf;
6 int numElts = 0, first = 0, next = 0, size;
7

8 /** @synchronized
9 * @borrowed this */

10 public BoundedFIFO(int size) { ... }
11

12 /** @requiresLock BufLock */
13 public LoggingEvent get() { ... }
14

15 /** @requiresLock BufLock */
16 public void put(LoggingEvent o) { ... }
17 ...
18 public synchronized void resize(int newSize)
19 { ... }
20 }

The @lock annotationon line 1 de�nes a namedlock,
BufLock . It declaresthat the BoundedFIFO object in-
stance,this , is intendedto protectall the object's �elds.
Recall that Java hasno way to expressthe associationof



locks andsharedstate,thoughthereareconventions. Use
of the @requiresLock annotationon lines 12 and15 in-
dicatesthat holding a lock on the BoundedFIFO object
(e.g., synchronized (fifo) � e = fifo.get(); � )
is a prerequisitefor invoking thesemethods.Lines 3 and
4 aggregatethe buf array's elementsinto the stateof the
BoundedFIFO object instanceanddeclarethat references
to thearrayarenot “leaked” to otherobjectswithin thepro-
gram. Lines 8 and9 declarethat the constructorbehaves
“lik e” a synchronizedmethod.Speci�cally, theconstructor
doesnot “leak” a referenceto theobjectandthustheobject
cannotbeaccessedconcurrentlyduringconstruction.

Betweenversions1.0.4and1.1b1of Log4j, a resize
method,declaredon line 18, was addedto the class. As
the nameimplies, this methodalters the capacityof the
buffer. Unlike the other methodsin the class,resize is
synchronized , meaningthat the implementationrunsin-
sidea critical sectionlocked on the BoundedFIFO object
itself. A client of a FIFO object doesnot have to lock
theFIFO beforeinvoking this method,andindeedupdated
clientsof BoundedFIFO objectsdo not acquireany locks
beforeinvoking it. Theimplementationof methodresize
is consistentwith the locking modelfor theclass:the lock
on theobjectis acquiredbeforethestateof theobjectis ac-
cessed.Ourprototypetool usesstaticanalysistechniquesto
assurethatthedesignintentdescribedby ourannotationsis
respectedby thesourcecodeof theprogram.

The designof our tool is in�uenced by our focus on
adoptability. We wish to providetheprogrammerusingour
tool with “early grati�cation”—someassuranceshouldbe
obtainablewith minimal or no annotationeffort, and ad-
ditional incrementsof annotationshouldberewardedwith
additionalincrementsof assuranceor warningsof model–
codeinconsistencies.Our prototypetool thussupportsan
interactive and iterative assuranceprocess.The program-
merbuilds up assuranceresultsby graduallyexecutingas-
suranceanalysesandintroducingannotations.Thusfor our
principleof earlygrati�cation to besatis�ed,aprogrammer
mustbe rewardedwith usefulassuranceresultswithin the
�rst few iterations,andshouldnot have to introducelarge
numbersof annotations.

Our tool allows assuranceto proceed incrementally
acrossthe codebaseandacrossthe modelsof intent. Un-
like similar tools, suchasRACEFREEJAVA [3] andGuava
[1], we do not requirethat theentireprogramto beassured
thread-safeat once.Thesetoolsusemodulartypesystems
thatallow theprogramto beanalyzedon a per-classbasis,
but requirethewholeprogramto beannotatedbeforemean-
ingful analysiscanbe performed. This is evident, for ex-
ample,in therequirementthatall �elds beassociatedwith a
lock,andin theassumptionthatany referenceto anobjectis
goingto beto a thread-safeobject.Suchassumptionsmake
it dif�cult to obtainmeaningfulincrementalresultsbecause

thereis no provision for distinguishingcodethat is not yet
annotatedfrom codethatis annotatedandinconsistentwith
its annotations.Ourapproachis to considerannotations1 as
speci�cationsof modelswith which sourcecodeshouldbe
consistent.Additional annotationsthusdescribeadditional
modelsof designintent. An unannotatedclassis merelya
classthat hasno modelsthat it shouldbe assuredagainst.
Our approach,by only reportingcode–modelconsistency
resultsin the presenceof explicit programmergivenmod-
elsof designintent,avoids falsepositive results.However,
to assistthe programmer, our tool reportsa classof mes-
sages,“suggestions,” that do not indicatecode–modelin-
consistency, but rathercall to theattentionof theprogram-
merplaceswhereadditionalassuranceis probablypossible
if additionaldesignintent is speci�ed. Thesemessages,we
havefound,needto beclearlyseparatedfrom assurancere-
sults.

Anotherdistinguishingfeatureof our approach,andits
prototypeembodiment,is thatwe wish to go beyond“bug
hunting.” It is just as importantto provide positive assur-
ancethatcodeis consistentwith intentasit is to reportthe
inconsistencies.Similar toolssuchasESC/Java [4] arein-
tendedto �nd statically errorsthat would otherwiseonly
be caughtat runtime,if at all, becausetheir manifestation
maybenondeterministic.Suchtools,which includemodel
checkers,therefore,arefocusedonnegativeresults,andare
typically incapableof providing explicit positiveassurance
that the programis consistentwith the speci�ed modelof
designintent.A runwith nowarningsmustusuallybeinter-
pretedto meanthatthetool wasunableto �nd any inconsis-
tencies,but cannotreliably be interpretedto meanthat the
model is satis�ed by the program. Our tool is silent only
whentherearenomodelsto assure.Ouroverallobjectiveis
to provide“chainsof evidence”thatlink togetherexpressed
designintent,analysisresults,andcodesegmentsto docu-
mentthereasoningbehindeachassuranceresult.

In what follows, we �rst describeour prototypeassur-
ancetool andhow it is incorporatedinto the EclipseIDE.
Wethenbrie�y discussourframework for representingdata
in generalandfor representingJavaprogramsspeci�cally.

2 The Fluid EclipsePlug-Ins

Our prototypeassurancetool is implementedasa setof
plug-ins to the EclipseJava IDE. Integration with an ex-
isting IDE allows our engineeringeffort to be focusedon
the implementationof our analysisand assuranceinfras-
tructureratherthanon infrastructuraltasksrelatedto Java
front-ends,con�guration management,userinterface,etc.
Incorporationwithin an IDE is also important pedagogi-
cally becauseof our desirethat the programmerhave an

1Externallibraries(suchastheJDK)andmissingcodecanbeannotated
usingexternal®lescontainingourannotationsin XML.

2



Figure 1. The Fluid concurrenc y polic y assurance tool integrated within Eclipse .

incrementalanditerative “conversation”with theassurance
tool: to beadoptable,our tool mustintegratewell andcom-
plementexisting tools.

Figure1 showsanexampleof anEclipseworkspacewin-
dow containingour tool, visible as the “Code Assurance
Information” view below the environment's standardJava
editor. Here, the editor shows a portion of the annotated
BoundedFIFO class. Our assurancetool hasbeenrun on
the Log4j version1.2.8sourcecode(roughly 15kLOC of
Java). Theresultsareshown in the“CodeAssuranceInfor-
mation” view. The“AssuranceLocator” view in theupper-
right aggregatesresultsby Java package.Thescalablepre-
sentationof assuranceresultsand, indeed,the entireuser
experienceis a fundamentalissuein theadoptabilityof our
tool andis on-goingresearch.Resultsin our “CodeAssur-
anceInformation” view include:

� Positiveassuranceof model–sourcecodeconsistency.
Theseresultsare marked by a greenplus icon. An
exampleof this type of result is shown in Figure 1.
Speci�cally, analysesfound 41 �eld accesseswhere
the �elds areaccessedwith theappropriatelock held.
Double-clicking on theseresults focusesthe editor
window on theline of sourcecode.

� Identi�cation of model–source code inconsistencies,
i.e., assurancefailures. Theseresultsare marked by
a red “x” icon. Theseindicatea casewherethestatic
analysisis unableto assurethe consistency of source
codeandlockingmodel.

� Warningsof possiblemissingintent. This kind of re-
sult highlightspossiblenext stepsfor theprogrammer

toward expressingdesignintent or improving an as-
suranceresult. We mark theseresultswith a blue“i”.
Becausethe natureof this kind of result is different
from theothertwo types,theprogrammercanelideall
“i” resultsby togglingthe“i” buttonin theupper-right
cornerof theview. Experiencewith ourtool hasshown
that these“suggestions”canclutter assuranceresults
and,becausethey arenot baseduponprogrammerex-
presseddesignintent,canhave a numberof falsepos-
itives.

Our prototype assurancetool is implementedas two
Eclipseplug-ins.TheFluid Plug-in is a library of our anal-
yses,datastructures,andotherconcernsthat arenot han-
dled by Eclipse. It alsocontainsthe routinesfor convert-
ing from Eclipserepresentationsto our own. This plug-in
is approximately117kLOCof Java. It doesnot de�ne any
Eclipseviews or otheruser-visible GUI items. The Fluid
AssurancePlug-in de�nes the “Code AssuranceInforma-
tion” view andprovides the meansfor an Eclipseuserto
run assuranceanalysesand interactwith the results. It is
relatively small, only several thousandlines of Java code.
Eclipseitself is approximately600kLOC.Figure2 shows
the generalrelationshipbetweenthe two plug-insand the
Eclipseenvironment.

The Eclipseuserinteractswith our tool via the “Code
AssuranceInformation” view providedby theFluid Assur-
ancePlug-in.Theassuranceanalysesareinvokedby anin-
cremental“sub-builder” of the EclipseJava builder. The
Fluid assurancebuilder allows analysesto be de�ned as
Eclipseextension-points.In addition,analysesmay spec-
ify prerequisiteanalyses—allowing largerassuranceresults
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Figure 2. Data �o w in our assurance tool.

to bebuilt up in smallpieces.Weemphasizethatouranaly-
sesarenot interproceduralor whole-program:eachclassis
analyzedindependentlyusingonly theannotatedinterfaces
of otherclasses.Annotationsserve ascutpoints,enabling
globalanalysisto beavoidedandopaquecomponentsto be
integratedsafely, contingenton the validity of their anno-
tations. This hassigni�cantly in�uenced thedesignof our
analyses.Our useof an Eclipsebuilder allows analysesto
berunautomaticallyassourcecodeis changed.2

More speci�cally, the Fluid AssurancePlug-in bridges
the functionalityof EclipseandtheFluid Plug-inandpro-
videsour tool'suserinterface.TheFluid AssurancePlug-in
drivesanalysisby monitoringresourcechangeswithin all
openJava projectsin the workspace. For eachJava �le,
theplug-in hasEclipseparseit into anabstractsyntaxtree
(AST). From this AST, a parallel AST in our own repre-
sentationis createdalongwith a control-�ow graph(CFG).
Eachanalysis,thecodefor which residesin theFluid plug-
in, is invoked on this parallel AST or CFG. Analysis re-
sults,i.e., positive assurances,etc., arereportedbackto the
Fluid AssurancePlug-in via callbacks. Analysis also re-
quiresthe binding of lexical namesto their de�nitions in
theAST. Eclipseprovidesasource-level Javabinder, which
wewrapandaugment.

Analysesmayuseannotationsin two ways,re�ecting the
useof annotationsas cutpoints: (1) to assurethat source
codeis consistentwith the designintent describedby the
annotation,and(2) to supporttheassuranceof anotherkind
of designintent. Figure3 showshow annotationsandanal-
ysesdependon eachotherwithin our prototypetool. Re-
gion annotations(usedto nameandgroupprogramstatein
aprincipledmanner)areused,for example,notonly by the

2This is anoversimpli®cation.Ourassurancebuilder is complicatedby
thefactthatweneedto inform analysesnot justof Java®leswhosesource
codehaschangedbut whenany aspectof the Java classchanges.This
includeschangesto Java binding informationwhich arenot provided by
theEclipsebuilderprotocolor by theEclipseJavacompiler. Currentlyour
buildermonitorschangesto ª.classº®lesin theprojectto infer changes.
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Figure 3. Flow of annotation and analysis in­
formation within the Fluid assurance tool.

lock andeffectsanalysis,but by thelock andeffectannota-
tions.

3 Representations

As illustratedabove, our plug-ins usespecialpurpose
programrepresentationsin parallel to thoseprovided by
the EclipseAPI. Thesedatastructuresarebuilt on top of
a datarepresentationframework that we call the Fluid In-
ternalRepresentation,or IR. This framework predatesour
work with theEclipseIDE andprovidessophisticatedver-
sioningandpersistencefeatures,that while unusedby the
currentprototype,arecritical for theFluid project's longer
term goalsof studyingtools that manageprogramevolu-
tion. Herewe �rst brie�y describethe IR framework, and
thendescribetheprogramrepresentationsbuilt on topof it.

3.1 The Fluid IR

The IR modelsgeneralpurposedatausinganenhanced
versionof thestandardternaryrepresentation:uniqueiden-
ti�ers, attributes,andvalues. The enhancementswe make
include(1)ultra–�ne-grainedtree-structuredversioning,(2)
abstractionto structuredentitiessuchastreesanddirected
graphs,and(3) persistence.

Our implementationrepresentsuniqueidenti�ers asob-
jectsthatimplementadistinguishedinterface,IRNode , that
de�nesa smallsetof operationsfor gettingandcomparing
identity, andfor gettingandsettingthevalueassociatedwith
thatidenti�er anda speci�c attribute.Attributesaresimply
containersfor valuesindexedby uniqueidenti�ers, andmay
optionallybenamedandtyped.A typein thiscaserefersto
an IR datatype, not the Java notion of type. The frame-
work providesa setof primitive typesincluding the stan-
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dardscalartypes,e.g., integer, string,etc., aswell asseveral
complex typessuchas sequencesand records. Attributes
arerepresentedby objectsthataremapsfrom uniqueiden-
ti�ers to values.Any uniqueidenti�er maybegivenavalue
for any attribute. Attributesandidenti�ers canbe created
dynamically.

Complex structures,suchas trees,are built in the IR
by consideringa given set of identi�ers and a given set
of attributes to de�ne the scope of the data structure.
Trees include mappingsof tree nodesto unique identi-
�ers, “parent” and “child” attributes, and so on. Main-
taining representationinvariantsover such a diversecol-
lection of objectsis dif�cult. The IR, therefore,contains
classesthat provide familiar high-level APIs, implemen-
tations of which manageand abstractthe underlying at-
tributes.For example,theTree classprovidesexpectedtree
methods,suchasgetParent , getChildren , setChild ,
anddepthFirstSearch ; thesemethodsmanagethe“par-
ent” and“child” attributes“under the hood.” The IR pro-
videsa sophisticatedlibrary of graphclassesbuilt on topof
theidenti�er–attributeabstraction.

Datain the IR hasa third component:a tree-structured
version space. A complete identi�er–attribute–version
triple representsaparticularvalueatparticularpointin time.
Changesto any valueproducenew versions.TheIR main-
tainsapointerto thecurrentversion,whichmaybequeried
and reset to a previous version. Our implementationis
transparentlyoptimizedby not rememberingany versions
thatareneveraskedfor. A tree-structuredversionspaceal-
lows for experimentationby providing theability to return
to a previousversionandmake new changesto thevalues,
startinga new branchin theversiontree.

TheIR alsosupportsidentity-preservingpersistence,that
is, the storageandrestorationof subsetsof in-memoryIR
structuresto andfrom the�le system.

3.2 Java Programs

Our tool representsa Java programusinganaugmented
abstractsyntaxtree(AST) storedasIR treescontainingan
additional“operator”attribute. It mayappearto be redun-
dantto build our own AST whenEclipsealreadymaintains
one.Our work on analysispredatesour useof Eclipse,and
thuswe alreadyimplementedIR-basedASTs. More to the
point, several of our analysesrequirecontrol-�ow graphs
(CFGs). Eclipsecurrently doesnot provide source-level
CFGs;we alreadyhave a framework for generatingCFGs
from our own extensibleIR-basedASTs. Our control-�ow
graphsare built from IR-basedASTs following a design
patternin which eachnode in the AST, via its operator
value, de�nes a control-�ow componentthat has one or
more“holes” in it �lled by the node's children. The edge
representationsupportsbidirectionaltraversaland storage

of analysisresults.TheCFGframework is notJavaspeci�c:
languagespeci�c control-�ow componentsarebuilt out of
primitive nodetypesthat abstractlydeterminehow lattice
valuespropagateamongsubcomponents.The framework
providesa genericwork-list–basedcontrol �o w algorithm
that is parameterizedby a languageand analysisspeci�c
transferfunctionthatdeterminesthespeci�csof how a par-
ticularoperatoraffectstheincominglatticevalue.

Useof theFluid IR allows usto modelprogrammerde-
sign intent andanalysisresultstogetherwith the program
ASTs. It is alsomotivatedby longer-termprojectgoalsof
developingnew techniquesfor visualizing,browsing, and
transformingsourcecodeandmodelsof designintent.
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